Spectral Adaptive FLORA: Extending FLORA with
Multi-Scale Decomposition and Spectral
Regularization

COMP62111J Final Report

Eman Ansar
eansar@connect.ust.hk

Abstract

Recent advances in parameter-efficient fine-tuning (PEFT) and projection-based
optimization have enabled large-scale models to be adapted under increasingly tight
memory budgets. This work provides a unified account of these developments. First,
we present a structured literature review tracing the progression from early adapter-
based PEFT methods to gradient-centric and dynamically projected approaches.
We introduce a taxonomy of techniques and highlight three emerging theoretical
themes: (i) the presence of low-dimensional, layer-wise heterogeneous subspaces;
(ii) the effectiveness of random projections as approximate full-update mechanisms;
and (iii) the evolving rank structure of gradients during optimization.

Motivated by these insights, we propose Spectral Adaptive FLORA (SA-FLORA), a
gradient-compression framework that extends FLORA through adaptive projection-
matrix resampling guided by gradient variation, multi-scale wavelet decomposition
with scale-specific rank allocation, and spectral regularization to better preserve the
singular-value structure of full gradients. We outline informal approximation guar-
antees, analyze convergence under biased compressed gradients, and describe an
experimental plan for evaluating SA-FLORA under stringent memory constraints
on standard LLM fine-tuning benchmarks.

1 Introduction

Fine-tuning large language models is increasingly constrained by memory, as storing full gradients
and optimizer states often exceeds the capacity of standard hardware. This challenge has motivated a
range of memory- and parameter-efficient techniques, including adapters, low-rank updates, gradient
compression, and more recent dynamic projection methods.

This report reviews these developments in Section [2] and introduces Spectral Adaptive FLORA
(SA-FLORA) in Section 3] a method that enhances dynamic projection approaches with adaptive
resampling, multi-scale decomposition, and spectral regularization. Although prior methods demon-
strate strong memory savings, they provide limited guidance on how projection subspaces should
evolve during training, how to balance update expressiveness with stability, or how to exploit the
spectral structure of gradients. SA-FLORA aims to address these gaps by incorporating spectral
information directly into the projection process, enabling more targeted and data-aware low-rank
updates. We then outline our planned experimental methodology and offer preliminary hypotheses to
guide the proposed investigation.

Preprint. Under review.



2 Literature Review

This section surveys the chronological development of memory-efficient fine-tuning, beginning
with early large-scale deep learning models and progressing through parameter-efficient fine-tuning
(PEFT), low-rank adaptation, gradient and optimizer-state compression, and ultimately dynamic
random-projection methods such as FLORA. We then organize these approaches into a taxonomy
(Table[I)) and relate them to three emerging theoretical themes illustrated in Figure[I] Finally, we
discuss recent 2025 extensions and outline the remaining open challenges.

2.1 Historical Development of Memory-Efficient Fine-Tuning

Pre—parameter-efficient era: scaling and memory bottlenecks (2012-2016). Before PEFT
emerged, progress was driven primarily by scaling the model size. AlexNet [15] already pushed
GPU memory limits in 2012: its fully-connected layers contained nearly one gigabyte of parameters,
forcing model partitioning across two GPUs. Subsequent vision architectures continued this trend.
Inception-v4 [20] exceeded 500 computational layers and required more than 40 GB of memory
for training, far beyond common accelerator memory. ResNets [[10] introduced residual connections
enabling very deep training. Transformers [21]] extended this scaling paradigm to NLP but incurred
quadratic memory in sequence length. GPT-3 [6] requires ~350 GB just to store 16-bit weights.
FlashAttention [7] reduced intermediate activation memory, yet fine-tuning remained expensive due
to optimizer states tripling memory usage.

Early parameter-efficient adaptation (2019-2021). The first wave of PEFT strategies froze
pre-trained backbones and trained lightweight modules. Adapters [[11] inserted bottleneck layers
into transformers, requiring < 4% additional parameters. In parallel, PowerSGD [23]] reduced
communication via low-rank gradient approximation, and Adafactor [[19] reduced optimizer memory
from O(nm) to O(n + m) for a parameter matrix of size n x m.

Low-rank adaptation and prompt-based PEFT (2021). LoRA [16] showed that weight updates
can be expressed as AW = BA with r < min(n,m), enabling a 10*x reduction in trainable
parameters while matching full fine-tuning. Prefix- and prompt-tuning [17, [16] further reduced
trained parameters to < 0.1% while leveraging large-model priors.

Adaptive gradient compression (2022). L-GreCo [1] observed that layers differ in compression
sensitivity and introduced adaptive, per-layer compression ratios, achieving up to 5 X communication
reduction.

Low-rank gradient projection and projection-based PEFT (2023-2024). Building on John-
son—Lindenstrauss theory [8} 5], projection-based methods gained traction. GaLore [27] projected
gradients into low-rank subspaces to reduce optimizer memory by 65.5%, enabling pre-training of
multi-billion-parameter models on consumer GPUs. NOLA [14] improved LoRA compactness by
mixing random bases rather than directly learning factors. LORA-GA [24] aligned LoRA initialisation
with full-gradient singular vectors, speeding convergence by 2—4 x.

Dynamic random projection and FLORA (2024). FLORA [260] reinterprets LoRA as random
projection and replaces static low-rank factors with resampled Gaussian projections:

Gy = (VwLy)A{, Wigr = Wi — (G Ay).

Here, W € R™*™ denotes the weight matrix and A; € R"™™™ is a Gaussian projection matrix
(resampled each step) with » << m. By exploring multiple subspaces dynamically, FLORA achieves
effectively high-rank updates with sub-linear memory growth, reducing optimizer memory to as low
as 2.08% while matching full fine-tuning on GPT-2, TS5, and GPT-3-scale models.

Recent extensions, cutting-edge variants, and cross-domain impact (2024-2025). WeLore [[13]]
allocates non-uniform ranks across layers based on estimated low-rank structure, achieving 3x
throughput on compressed LLaMA-2 models. Deep LoRA [25] introduces a deeper factorised update,
improving GLUE scores with only 0.01% additional parameters.

Gradient-focused variations have proliferated: AdaRankGrad [18]] adaptively lowers gradient rank
using randomized SVD, while LoRA+ [9] addresses optimization instability by decoupling the
learning rates for the low-rank factors.



Deployment-focused variants include PHLoRA [2] for extracting adapters from full-rank models
and zFLoRA [3] for zero-latency inference in deployment-critical environments. PEFT methods
have further expanded to vision models (e.g., ViTs and medical imaging), multimodal systems
(CLIP, Flamingo), and time-series forecasting. A unified theoretical framework by Balzano et al. [4]
attributes the success of these methods to optimisation trajectories evolving within low-dimensional
invariant subspaces.

2.2 Taxonomy of Techniques

To systematically organise the diverse landscape of memory-efficient training, we classify existing
literature into four distinct categories based on the locus of compression. As summarised in Table|[T}
early approaches focused on reducing the number of trainable parameters (PEFT), whereas more
recent methods target the ephemeral memory costs of training (gradients and optimizer states).

Category Topic Key contribution
Parameter-efficient fine- Adapters Introduces bottleneck adapter layers be-
tuning tween Transformer blocks; adds < 4% pa-
(12116l 17 16l 241 22] rameters.

Low-rank adaptation Injects rank-r matrices and reduces trainable

parameters by up to 10,000 x.

Prefix / prompt tuning Learns continuous prefixes or soft prompts;
trains < 0.1% of parameters.

LoRA variants Improves LoRA convergence and extends
the method to vision models.

Gradient compression Low-rank compression Uses power iteration to compute low-rank
[231m2el gradient approximations for distributed opti-
mization.

Adaptive compression Dynamically adjusts layer-wise compression
ratios.

Random projection Compresses gradients using resampled ran-
dom matrices; achieves sub-linear memory
usage.

Memory-efficient optimiz- Factorization Factorizes second-moment estimators, re-
ers ducing memory from O(nm) to O(n +m).
(191270

Gradient low-rank projection  Projects gradients onto a low-rank subspace
while retaining full-parameter updates; re-
duces optimizer memory by 65.5%.

Random projection theory = Dimensionality reduction Shows that Gaussian or sparse random ma-
[8115) trices preserve pairwise distances.

Table 1: Taxonomy of related work. We distinguish between methods that compress static checkpoints
(PEFT) and those that compress dynamic training states (Gradient Compression/Optimizers).

Comparative Analysis. This taxonomy highlights a critical trade-off in the literature. While PEFT
methods (Row 1) successfully reduce storage and inference latency, they often fail to address the peak
memory bottleneck caused by storing optimizer states during training. Conversely, Gradient Com-
pression and Memory-Efficient Optimizers (Rows 2 & 3) directly attack this training bottleneck,
enabling the fine-tuning of full-scale models on consumer hardware. Finally, Random Projection
Theory (Row 4) provides the mathematical justification for the aggressive compression rates achieved
by the most recent dynamic methods (e.g., FLORA), bridging the gap between heuristic success and
rigorous approximation guarantees.
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Figure 1: A structured overview of the theoretical landscape underlying LoRA-based methods. The
field has progressed from empirical observations of low-rank subspaces (Theme I) toward rigorous
mathematical frameworks utilizing random projections (Theme II) and analyses of optimization
dynamics and implicit regularization that enforce low-rank structure at convergence (Theme III).

2.3 Theoretical Themes and Practical Implications

Recent advances in memory-efficient fine-tuning can be understood through the intersection of
theoretical principles and practical design choices, summarised in Figure|I]

Subspace Structure and Layer Sensitivity. Theory suggests that deep network weights and
gradients evolve within low-dimensional, invariant subspaces (Theme I). However, these subspaces
are heterogeneous across layers. Practically, this means uniform rank allocation is often suboptimal;
methods like WeLore and AdaLoRA leverage this heterogeneity to allocate compression capacity
where it matters most, achieving significantly better performance than fixed-rank approaches.

Dynamic Approximation and Gradient Compression. While early methods used static low-
rank factors (LoRA), Random Projection theory (Theme II) and analyses of optimisation dynamics
(Theme III) indicate that dynamic subspaces better approximate full-rank updates over time. This
insight drives the shift from simple weight compression to aggressive gradient and optimizer state
compression. By dynamically resampling projections (FLORA) or updating subspaces (GaLore),
these methods align with the trajectory of the loss landscape, allowing for sub-linear memory scaling
(e.g., FLORA’s ~2% memory footprint) that static methods cannot match.

Synthesis. Ultimately, no single method is universally optimal; the choice depends on the trade-off
between memory constraints and convergence speed. However, the theoretical convergence of random
projection guarantees with the practical need for extreme memory savings points toward dynamic
gradient-compression frameworks (like FLORA) as the most promising direction for fine-tuning
foundation models on consumer hardware.

2.4 Open Challenges and Future Directions

Although empirical progress is strong, theoretical characterisation of optimal rank, subspace geometry,
and dynamic projection behaviour remains incomplete. Rank-selection methods are still heuristic;
adapter composition can lead to interference; and current PEFT methods rarely optimise for hardware-
level efficiency (e.g., tensor-core utilisation).

Dynamic projection methods such as FLORA, PHLoRA, and zFLoRA, combined with hardware-
aware design represent promising directions for scaling fine-tuning to future foundation models.



3 Proposed Research Idea: Spectral Adaptive FLORA (SA-FLORA)

In this section we propose Spectral Adaptive FLORA (SA-FLORA), a gradient-compression-based
fine-tuning framework that extends FLORA by incorporating (i) adaptive resampling of random
projection matrices based on gradient dynamics, (ii) multi-scale wavelet-based gradient decomposition
with scale-specific rank allocation, and (iii) spectral regularization that encourages the compressed
gradient to preserve the singular-value distribution of the true gradient. The goal is to improve
the memory—performance trade-off and convergence speed relative to existing low-rank gradient
compression methods.

3.1 Motivation

FLORA demonstrates that low-rank adapters can be interpreted as gradient compressors: a random
projection matrix is resampled at fixed intervals, enabling high-rank effective updates while optimizer
states are stored in a compressed form. However, FLORA and related methods exhibit several
limitations:

* Fixed resampling schedule. FLORA uses a fixed resampling interval x, which may
be suboptimal when gradient statistics change at different rates across training phases.
Intuitively, when gradients are relatively stable, resampling can be less frequent; when
gradients change rapidly, more frequent resampling could reduce approximation error.

* Single-scale compression. Existing approaches treat all gradient entries uniformly. Em-
pirical evidence from WeLore and Deep LoRA suggests that different components of
weight/gradient matrices exhibit heterogeneous low-rank structure: coarse, low-frequency
structure is typically more low-rank and information-rich, while high-frequency details are
sparser and more compressible.

* Lack of explicit spectral control. Most methods rely on low-rank approximation and
random projections, but do not explicitly control how the spectrum (singular values) of the
compressed gradient matches that of the true gradient. As a result, subtle spectral properties
that influence optimization dynamics may be distorted by aggressive compression.

SA-FLORA is designed to address these limitations. It maintains the spirit of FLORA i.e., dynamic
random projections and sublinear memory scaling, while adapting the resampling strategy, exploiting
multi-scale structure, and regularizing the spectral profile of compressed gradients.

3.2 Adaptive Resampling Based on Subspace Drift

A key challenge in low-rank training is determining when the current subspace (defined by { Ps, Qs})
no longer aligns with the true gradient. Previous approaches use fixed intervals, which risks stagnation
or wasted computation.To avoid the memory overhead of storing previous high-dimensional gradients,
we propose a subspace approximation metric computed on the fly. Let Vi L, be the full gradient
materialized temporarily during backpropagation. We calculate the relative approximation residual of
our current compression:

IVwLi—Gilr
= 1
&t IV Lillr + (1)

This metric £ € [0, 1] directly quantifies the "freshness" of the current projectors. A high &;
implies that the gradient has drifted out of the subspace spanned by {P;, Q);}.We maintain an
exponential moving average of this error, &, and define a dynamic threshold. Resampling occurs if
the approximation quality degrades significantly relative to recent history:

&> (140)-&—1 or—tlast > Kpax, )

where § > 0 is a tolerance margin (e.g., 0.1).This ensures that expensive resampling only occurs
when the current subspace becomes demonstrably inefficient, maximizing the utility of the random
projections without additional memory cost



3.3 Multi-Scale Wavelet Gradient Decomposition

To capture heterogeneous structure in gradients, SA-FLORA applies a multi-scale decomposition to
each gradient matrix. Consider a gradient matrix G € R"*" associated with a given weight tensor
(e.g., a linear layer). We apply a 2D discrete wavelet transform (DWT), obtaining a decomposition

S
G=>) G 3)
s=1

where G(*) denotes the component associated with scale s and S is the number of scales (typically
S € {2,3,4}). Lower indices s correspond to coarser, low-frequency structure, while higher s
capture finer, high-frequency details.

For each scale s, we introduce random projection matrices
Py e R™ ™, Qs R, “

with rank parameters
rE>r9 > >Trg, (®)]

reflecting the assumption that low-frequency components are less compressible and thus require
higher effective rank.

We first project each scale-specific gradient to a low-rank core:
7(s) _ PSTG(S)QS € R™ X7, (6)

and then reconstruct a compressed approximation at that scale:
G =P.29Q]. )

The overall compressed gradient is then
~ S ~
G=3aw. ®)
s=1

This multi-scale scheme generalizes single-scale random-projection compression: it allows SA-
FLORA to allocate more compression capacity to coarse components and more aggressive compres-
sion to fine-scale components, under a fixed total rank budget

S
Ttotal = Z Ts. (9)
s=1

3.4 Efficient Spectral Regularization

Standard low-rank projections often dampen the gradient energy, leading to "spectral collapse”
where updates lack the necessary scale to escape saddle points. While preserving the full singular
value distribution is computationally prohibitive (requiring O(n?) SVD), we propose a lightweight
regularization scheme that targets the first two moments of the spectrum: the Frobenius norm (energy)
and the Spectral norm (dominant direction). We introduce a spectral consistency penalty:

~ ~ 2 ~ 2
LopeelG) = 21 (19w Lall e = 1Gillr)” 42 (Fumax(VwLe) = duax(G)) s (10)

Energy Match Spectral Norm Match

where oy« () denotes the largest singular value. Crucially, omax(Vw L) can be approximated
efficiently using just 1-2 iterations of the Power Method, which requires only matrix-vector products
and adds negligible overhead compared to full SVD. This objective ensures that the compressed
gradient GG; maintains the same magnitude and dominant curvature direction as the true gradient,
stabilizing the optimization trajectory even under aggressive compression ratios.



3.5 Approximation and Computational Trade-offs

SA-FLORA introduces specific computational overheads compared to standard FLORA, primarily
due to the wavelet transform and the spectral checks. To assess the viability of the method, we must
distinguish between per-step complexity and total convergence time.

Complexity vs. Convergence. Let Ty, be the wall-clock time per iteration. We acknowledge
that 732, > TP due to the O(mn) complexity of the 2D-DWT. However, we hypothesize that
the convergence efficiency is superior. By allocating rank to information-rich frequency bands and
regularizing spectral energy, SA-FLORA aims to reduce the total number of iterations K required to
reach a target loss. The design goal is that the reduction in steps outweighs the overhead, yielding a

net improvement in total training time:
FLORA
KSA Tstep < KFLORA Tstep . (1 1)

Theoretical Approximation Bound. Let G € R™*" be a gradient matrix with singular values
01 2> 02 2 +** 2 Omin(m,n)- 1f We consider an ideal rank-r,t.1 approximation, the Eckart—Young

theorem implies the optimal squared error is o?. In SA-FLORA, the error is bounded by:

i>Ttotal
|12 § 2
||G - G”F ag; + Ewavelet T )\spcccspcc . (12)
) ——— ——
(2 Trotal DWTNoise  Reg. Bias
———

Low-Rank Bias

While random projections introduce variance, the adaptive resampling mechanism ensures that
the projection bases P, () are refreshed whenever the subspace alignment degrades, keeping the
"Low-Rank Bias" term close to the theoretical optimum.

Convergence Dynamics. For a 8-smooth non-convex objective, classical analyses of gradient
descent with biased noise suggest a convergence bound dependent on the compression error. By
explicitly matching the gradient energy (Frobenius norm) and dominant curvature (Spectral norm),
SA-FLORA minimizes the "gradient vanishing" problem common in low-rank adapters, effectively
reducing the constant factor Cgp in the convergence rate:

2A  Csa(adaptive)

T—
fZ IVFWIE] < 77 + (13)
t=0

Ttotal

3.6 Algorithmic Description

Algorithm|T]details the practical implementation of SA-FLORA. Crucially, it avoids storing historical
gradients (which would violate memory constraints) by computing the adaptive metric &; based on
the current reconstruction error, and approximates spectral properties using the Power Method.

3.7 Experimental Plan and Expected Outcomes
To evaluate SA-FLORA, we propose experiments on:
e Models: T5-Base and GPT-2 Base (small scale), LLaMA-2 7B (medium scale), and, if
resources permit, LLaMA-2 13B.
* Tasks: GLUE subsets (MNLI, QQP, QNLI, SST-2), summarization (e.g., XSum), language
modeling on C4, and reasoning benchmarks such as GSM8K and MT-bench.

We will compare the following baselines:

* Full fine-tuning (upper bound on memory and performance).

* LoRA and LoRA-GA (parameter-efficient baselines).

* FLORA (gradient-compression baseline with fixed resampling).

* GaLore and/or AdaRankGrad (gradient-focused low-rank baselines).



Algorithm 1 SA-FLORA Training Step (Feasible Implementation)

Require: Current weights W, projection matrices { Ps, Q. }5_,, learning rate 77;, moving avg error

&1, threshold param 6, spectral weights A; .
Compute full gradient Vyy L; via backpropagation.
Phase 1: Multi-Scale Compression
Apply 2D-DWT to obtain scale components {G(*)}5_, .
for s =1to S do

Z®) « PTGOQ,.

G®) « P,zQ.
end for ~ _
Construct candidate gradient G < Zle G,
9: Phase 2: Adaptive Resampling Check
10: Compute subspace error & = |V Ly — Gi||rp/(|Vw Lt || F + €).
11: if & > (1 4+ 6)&—1 or Timeout then

PR DA

12: Resample { P,, Q,}3_, from Gaussian distribution.
13: Recompute G; with new projectors (repeat Phase 1).
14: Reset timeout counter.

15: end if

16: Update metric & + v&_1 + (1 — 7)&.
17: Phase 3: Spectral Regularization

18: Compute energy scaler o = ||V L¢|| /|G| .
19: Estimate oyax(Vw Lt) via 1-step Power Method.

20: (Optional) Adjust Gy to match spectral norms if discrepancy is high.
21: Apply energy correction Gy + aG,.

22: Phase 4: Update

23: Update optimizer states (e.g., Adam buffer) using Gy.

24 Wt+1 — W — Nt - Optlm(ét) _

25: return Wy 1, updated {Ps, Qs }, &;.

Metrics will include task-specific accuracy and F1, ROUGE or BLEU where applicable, perplexity for
language modeling, peak GPU memory, training throughput (tokens/sec), and gradient approximation
error ||V Ly — Gi||r/||Vw L¢|| p (tracked periodically for analysis).

We hypothesize that, for a fixed memory budget, SA-FLORA will:

* Achieve comparable or better downstream performance than FLORA, with 5-10% additional
memory reduction due to more efficient rank allocation.

* Demonstrate superior sample efficiency (fewer training steps to convergence) compared to
FLORA, offsetting the computational overhead of the wavelet transform.

* Yield more stable training curves under aggressive compression, due to spectral regulariza-
tion preserving gradient energy and norms.

Detailed ablation studies will disentangle the impact of adaptive resampling, multi-scale decomposi-
tion, and spectral regularization on both performance and efficiency.

4 Conclusion

This report synthesized the evolution of memory-efficient fine-tuning, identifying the shift from static
adapters to dynamic gradient projections as a critical frontier for overcoming hardware constraints.
We highlighted how these methods rely on the theoretical interplay between low-dimensional invariant
subspaces and random projection approximation. Building on these insights, we proposed Spectral
Adaptive FLORA (SA-FLORA), a framework that augments dynamic projections with adaptive
resampling based on subspace drift, multi-scale wavelet decomposition, and spectral regularization.
By explicitly prioritizing gradient energy preservation over raw throughput, SA-FLORA offers a
theoretically grounded pathway to improve sample efficiency, enabling the robust fine-tuning of
massive foundation models on commodity hardware.
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